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Abstract
A model learning agent is one which learns its environment’s state transition probabilities and uses
them to inform its operation. This skill seems critical for incorporating human-level reasoning into
decision-making. We introduce a neural network
system that learns to sample approximately from
an observed transition probability function and use
generated predictions to inform action decisions.
We demonstrate its effectiveness and resilience in
stochastic toy domains where the reward function
may be absent or changing before and after learning. We also show how these neural networks can
learn more compact and practical model representations.

1

Introduction

Neural networks are known to be universal function approximators [Hornik et al., 1989] and have demonstrated some
ability to model various low-level and perceptual cognitive
functions. This kind of cognition involves producing an output from a given input. Sensory input – a representation of
the thinking agent’s current state – enters the brain and leads
to the production of an output such as a motor action, a classification decision, a prediction, or a feeling.
Reinforcement learning is a field of artificial intelligence in
which the anticipation of rewards guides an agent’s learning
of such input-output functions. As an intelligent agent explores its environment it learns how to choose outputs given
its inputs in such a way as to maximize the reward (or minimize the cost) delivered by the environment [Barto, 1998].
Two classical families of reinforcement learning are:
policy-based and value-based. Policy methods involve
searching through the universe of policies, where a chosen
action is a function of the current state, to find the ones that
collect the most reward. Value methods learn to represent future expected reward using functions of a state and action.
On the other side of the cognitive spectrum from intuitive
thinking is reflective reasoning. While neural networks are
a popular tool when modeling intuitive cognition, reflective
cognition is usually expressed using symbolic logic due to its
discrete, grammatical, and compositional properties. However, there are many approaches to implementing such logic

using neural architectures [Garcez et al., 2008]. Neural networks bring several benefits such as parallel processing, fault
tolerance, holographic representation, generalization ability,
and a broad range of learning algorithms. This paper will
explore how to use neural networks to learn and represent a
model of an environment so as to inform high-level reasoning
operations.

2

Model Learning Without Rewards

A model of an environment is often described as a Markov
decision process, which is a system in which transitions between states are probabilistic and depend on the state and on
the actions taken by an agent. Formally, it is a set of states
S, actions A, and transition
P (s0 |s, a) for all
P probabilities
0
0
s, s ∈ S, a ∈ A such that s0 ∈S P (s |s, a) = 1.
If an intelligent agent can guess these transition probabilities with some accuracy, then we may say it has learned an
approximate model of its environment. With this model, its
behavior can adapt to a changing specification of reward without having to explore or learn anything new about its environment. In other words it can perform a variety of tasks which
it was not specifically trained to perform. This is in contrast
to the methods of reinforcement learning that learn based on
what is relevant to a preexisting reward function.
A sufficient condition to say an agent has learned an approximate model of its environment is when it can sample
from a distribution approximately similar to the real transition probability distribution. With this ability it can make
predictions and inferences, calculate statistical moments, and
generate an arbitrarily large finite state machine representation of the reachable state space. An agent that predicts state
transitions rather than just rewards is interesting from a neuroscience perspective as well, given the discovery of distinct
neural signatures in humans performing state transition prediction tasks versus reward prediction tasks [Gläscher et al.,
2010]. The two modes are not mutually exclusive and may
work sequentially or in unison.

2.1

Factored Representations

Model learning agents could conceivably maintain full representations of the estimated state transition probabilities in tables. However, this approach is invalidated by susceptibility
to combinatorial explosions in the state or action space. Consider a state as composed of binary variables x1 , x2 , . . . , xj or
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an action composed of binary variables y1 , y2 , . . . , yk . Then
the number of state-action combinations is 2j 2k . The size of
the stored table grows exponentially, thus this approach can
be computationally infeasible for large values of j or k.
One common solution to this problem is to work directly
with the variables composing the states and actions rather
than the states and actions themselves. For example, an approximate value function can be trained to estimate future reward based on the variables of a current state and candidate
action [Powell, 2007]. Alternatively, a neural network can be
evolved to output favorable actions given state variables as inputs, e.g. [Stanley and Miikkulainen, 2002]. Figures 1 and 2
illustrate typical architectures of a neural networks designed
for value learning and policy learning, respectively.
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Figure 1: Layout of a value approximation network
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Generative models based on neural network architectures
have been previously used to represent probability distributions underlying the variables of a time series. Restricted Boltzmann Machines (RBMs) are one tool to learn
and sample from conditional relationships in state sequences
[Sutskever and Hinton, 2007]. RBMs are stochastic recurrent
networks where weights between visible and hidden units are
bidirectional and symmetrical [Hinton and Sejnowski, 1986].
Another family of generative neural network methods are
the Neural Autoregressive Distribution Estimator (NADE)
[Larochelle and Murray, 2011] and its relatives [Gregor et
al., 2013]. These seem to be quite state-of-the-art and efficient methods for modeling data. However, there is relatively
scarce examination of their effectiveness for modeling transition probabilities in MDPs.
This paper considers an approach specialized for this MDP
model learning problem, based on feed-forward networks
with no recurrent or lateral connections. Our goal is to produce a neural network that takes an input representing a condition and produces an output that can be used to sample from
the conditional probability distribution given that input. First
we demonstrate how to accomplish this for multiple Bernoulli
random variables distributed independently of each other.

3.1

a

Figure 2: Layout of a policy network

In this paper, we also take a factored approach to compress
the transition probabilities for the purpose of sampling. We
use feed-forward neural networks that represent the state and
action variables with the nodes in the input and output layers.
Specifically, the input takes in observed or estimated values of
the variables, and the output represents approximated probabilities. Thus we reduce the number of parameters to work
with to (2 ∗ j + k) ∗ h + h ∗ h ∗ n + j ∗ h + (j + h) ∗ b where
h is the number of hidden nodes in n hidden layers and b is
1 or 0 depending on the existence of a bias (threshold) input.
If h is chosen to be at worst polynomial in the number of input and output nodes, the result is a number of parameters
that is only polynomial in the number of state variables rather
than the exponential complexity of tabulating all states and
actions. Later in this paper we discuss using modularization
to reduce complexity even further.
Dynamic Bayesian Networks (DBN) may be used to represent factored-state transitions [Murphy, 2002]. These are
directed graphical models with adjacent layers representing
subsequent factored states. Bayesian networks such as DBNs
can use neural networks to encode the conditional probabilities represented by their nodes [Bengio and Bengio, 1999].
Using a neural network encoding to learn and sample probabilities has advantages and disadvantages, some of which we
investigate in this paper.

Neural Approximation of Model Transition
Probabilities

Predictor Network

Consider the conditional probability P (Y |X) where X consists of x1 , x2 , . . . , xj , Y consists of y1 , y2 , . . . , yk , x and y
are random draws from {0, 1}, and P (yh , yi ) = P (yh )P (yi )
for all h, i (independence assumption). The distribution
P (Y |X) can be encoded by a neural network by training in
the following straightforward manner. Starting with a neural network with input layer of size j and output size k, for
all known instantiations of X, clamp each x ∈ X to the input layer, set the target output for each y ∈ Y to P (y|X)
and perform a standard training algorithm such as backpropagation [Rumelhart et al., 1988]. Learning may alternatively
be implemented in an on-line manner directly from observed
data by setting each target output to y rather than P (y|X)
and training over all observations. This on-line method automatically learns to represent observed data frequencies as
probabilities and can be useful in environments with changing dynamics, but it is slower and sensitive to the order of
training.
We refer to this neural network as the predictor network
and use it to generate samples from P (Y |X) when the variables in Y are independent. This is done by setting X as the
input to the network, feeding activations forward, and sampling from the Bernoulli probabilities represented by the activations of the output nodes. The output activations should
be bound by [0,1] in order to represent valid probabilities, but
this should be roughly achieved through the training process
if not ensured by the activation function.
In the context of learning a model of a discrete stochastic
environment, the predictor network can be used to learn the
transition probabilities P (s0 |s, a) by setting the concatenations of state s and action a variables as inputs and the subse-
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quent state s0 variables as target outputs. The model learning
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agent can collect this data by exploring its environment.
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Figure 3: Layout of a predictor network

3.2

Conditioner Network

We now consider the case where the random variables are not
conditionally independent of one another, i.e. P (yi , yj ) 6=
P (yi )P (yj ) for some i, j. The predictor network alone is no
longer sufficient to generate realistic samples. To illustrate,
consider the following two example environments with two
state variables:
• In environment 1, the only two next states s0 from s are
(0,0) and (1,1).
• In environment 2, the only two next states s0 from s are
(1,0) and (0,1).
Suppose in both environments the probability of transitioning
to each s0 from s is 50%. For both environments, a predictor
network will learn to output approximately (0.5, 0.5) given
input s, and all four states will be sampled at equal rates for
both environments. In order to only sample states that are
reachable in the learned environment, the output from the predictor network is fed into a conditioner network to arrive at
more appropriate outputs.
The conditioner network applies learned relationships between model variables and can be trained simultaneously with
the predictor network. It works analogously to a Gibbs sampler by taking advantage of conditional probabilities. Gibbs
sampling involves sampling a joint distribution of random
variables by iteratively changing the value of one variable
at a time according to its probability conditioned on the values of the other variables. In our implementation, the initial
guess provided by the predictor network reduces the need for
a burn-in period during which samples are rejected to give
the procedure time to converge. This in turn allows a short
fresh initialization before each sample is accepted which can
alleviate a difficulty faced by Gibbs samplers when data features are highly correlated as in the example above [Justel and
Peña, 1996].
The procedure to produce one sample works as follows:
1. Feed-forward conditioning evidence X into predictor
network.
Page 1
2. Take outputs of predictor network as first guess Ȳ (t=0) .
3. Feed-forward concatenation of X and Ȳ (t) into conditioner network.
4. Take output i of conditioner network as probability of
value for next guess y¯i (t+1) .
5. Repeat last two steps iterating through variables i in random order

6. Accept sample Ȳ .
In order for this to work, each output node i of the
conditioner network must come to represent the probability
P (ȳi |X, Ȳ6=i ). Training therefore involves providing X and
Y to the input and Y as the target output for each observed
data point. If the input activation representing variable yi can
propagate to the output node representing the same yi , then
the learning of relationships between variables will fail because each variable’s relationship with itself dominates learning. Therefore it is necessary to prune all weights that can
enable this effect. One way to do this when there is a single
hidden layer between the input and output layers is to group
hidden nodes into a number of groups equal to the number
of Y variables, prune all weights from each input node i to
all hidden nodes in group i, and prune all weights from all
hidden nodes not in group i to each output node i.
A model learner can use the predictor network and the
conditioner network together to generate approximately correct samples from P (s0 |s, a) given appropriate training in a
Markov decision process.
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Figure 4: Layout of a conditioner network

3.3

Experiments: Sampling Accuracy

To test the neural network sampling methods described above
we ran several tests in which the model learner was presented
with observations of Bernoulli-distributed binary variables
[X, Y ] and subsequently asked to infer transition probabilities
P (Y |X). In each trial the conditional probability originally
observed from the data was compared against an inference
made by the predictor network alone and against an inference
made by the combined predictor and conditioner sampling algorithm.
Data Generation
In order to generate experiment data that could be considered
representative of various flavors of state transition functions,
the parameters that were allowed to vary were:
1. State-space size: The number of possible states is exponential in the number of dimensions of the variables.
2. Intra-variable correlation: The correlation between dimensions in each output impacts the difficulty of modeling joint probability.
3. Transition sparsity: The number of possible outputs per
input is one marker of system stochasticity.
The following procedure was followed to produce experiment
data according to those parameters:
1. Determine size of data N : Choose the number of data
points generated in each experiment to be N = bcd2
where c is a parameter indicating the number of possible
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outputs for each input considered, d is the dimensionality, and b is an optional multiplier for reducing large data
sets.
2. Set inputs X: Enumerate all 2d possible inputs, shuffle
them, and select the subset X (i) , i ∈ [1 . . . d2 ] for the
data set to limit computational expense.
3. Decide intra-variable correlation: This parameter could
be either high or low. In the case it is set to high, for
each selected input, create a correlation-inducing matrix
M (i) . This is not a correlation matrix, but it is a d by
d symmetrical matrix with entries randomly uniformly
drawn between -1 and 1. We use it to induce correlation between the values in the different dimensions of an
output.
4. Set outputs Y : For each selected input X (i) ,
(a) Draw values of an output Y (ij) , j ∈ [1 . . . c] from a
Bernoulli distribution with p = 0.5 if intra-variable
correlation is low.
(b) If intra-variable correlation is high, then set values for each dimension of Y (ij) in shuffled or(ij)
(ij)
der to yk where k ∈ [1 . . . d]. y0 is drawn
from a Bernoulli distribution with p = 0.5. Ev(ij)
ery subsequent yk is drawn from a Bernoulli distribution with p = 0.5 with probability 1 − |r|,
(i)
(i)
r = Mk,k−1 . Otherwise it is set to xk (the same-

3. 32-d vectors, high intra-variable correlation, 5 possible
outcomes of Y for each X
Following is the correlation of the observed transition
probabilities against each of the two samplers’ inferences:
Trial:
Predictor
Combined

Results
The details of the trials are as follow:
1. 2-d vectors, 4 possible outcomes of Y for each X
(a) low intra-variable correlation
(b) high intra-variable correlation
2. 8-d vectors, high intra-variable correlation
(a) 3 possible outcomes of Y for each X
(b) 5 possible outcomes of Y for each X
(c) 10 possible outcomes of Y for each X
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Figure 5: Scatterplots of Trials 1a and 1b

(i)

Training and Testing
Two neural network sampling methods were tested: the predictor network sampler alone, and the combined predictor and
conditioner sampler. Both networks consisted of an input,
hidden, and output layer. The number of nodes in the predictor network’s hidden layer was 2d+1, and for the conditioner
network was 2d2 + 1. The neural networks were trained on
the data set for 250 iterations or until convergence of error,
reshuffling the data on each iteration.
For each input X (i) presented, the samplers were asked to
generate c outputs Ȳ (ij) . We measure each P (Y (ij) |X (i) )
and P (Ȳ (ij) |X (i) ) for all i and j. We use the Pearson correlation coefficient between these two as a measure of how
closely the recovered estimates relate to the original transition (conditional) probabilities.

1b
0.51
0.89

Figures 5 through 7 show observed probabilities (x-axis)
versus inferences (y-axis). The light grey diamonds are by the
predictor network alone and the black ”x”s are by the combined sampler. The combined sampler is the choice method
and thus the black ”x” scatter plots
should be considered more
Sheet1
relevant.

dimension value in X (i) ) if r > 0 or −xk if r < 0.
5. Add each data point [X (i) , Y (ij) ] created in the above
manner to the data set.
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Figure 6: Scatterplots of Trials 2a and 2c
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Figure 7: Scatterplots of Trials 2b and 3
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3.4

4.1

Discussion: Sampling Accuracy

A few conclusions can be made from the above results. First,
the combined sampler is always superior to using the predictor network alone. If the random variables in the data are
uncorrelated, as seen in Figure 5, this difference is milder.
As correlation between variables is normal in most environments, this result indicates the usefulness of the conditioner
network.
Second, performance deteriorates as the total dimensionality increases as seen in Figure 7. This is overall not surprising
as the larger networks become more difficult to train, and as
the amount of training data presented to them in our experiments is smaller relative to the total size of the possible state
space.
Third, sparser data is easier to model as seen in Figure 6.
We are not overly worried about the decrease in accuracy as
the number of possible transitions increases, because highdimensional environments typically have a small number of
possible transitions from each state (low stochasticity) relative to the number of dimensions.
Finally, the graphs illustrate a tendency for our method to
overestimate transitions with observed probabilities equal to
zero and underestimate transitions with observed probabilities equal to one. This is because the neural network weight
updates are only caused by occurrences of – not absence of
– observation. The result is for the model learner to believe more transitions to be possible than might actually be
possible. More training or more observations can help push
the estimated probabilities closer to their frequency values,
but when less data is used to inform the agent’s actions this
seems to be the normal and desirable phenomenon of how
neural networks approximate Bayesian a posteriori probabilities [Richard and Lippmann, 1991]. In other words the
agent starts with a prior model of its environment in which
all transitions have roughly equal probability, then updates
this model through observation, rather than using the exact
observed transition frequencies as its model probabilities.
It must be noted that the neural networks used were very
basic single-layer networks trained using a very basic backpropagation algorithm. There should be much room for
improvement in accuracy just from implementation tuning.
Overall, the combined neural network method demonstrates
an ability to approximately form reasonable joint probability
estimates from its experiences.

4

Action Selection

The above neural network methods illustrate how an agent
can learn to sample transition probabilities and make predictions about its environment, but we have not yet addressed
the mechanisms for using such ability to act intelligently in
the modeled environment. Although the focus of this paper is
on model learning rather than action selection, this issue must
be addressed in order to evaluate the usefulness of our model
learning method. Separation of reward and policy modules
from the environment prediction modules seems like a natural and beneficial architecture for an intelligent agent.

Monte Carlo Tree Search (MCTS)

The goal in reinforcement learning problems is to maximize
the expected sum of immediate reward and future reward. In
a Monte Carlo Tree Search (MCTS), several simulations are
rolled out up to a bounded number of steps using the transition sampling method. At the end of each simulation the
reward is counted, and the action which produced the greatest reward is selected. This approach involves a trade-off
between speed and quality of action selection. There is a
great wealth of variations and enhancements to this method
[Browne et al., 2012], but all of our experiments use a basic implementation of MCTS. Taking a bounded number of
samples rather than fully expanding the future state space allows the planner to choose near-optimal actions while scaling
to environments with large state and action space, with complexity only being exponential in the horizon length [Kearns
et al., 2002]. A benefit to having the action selection mechanism separated from the model learner is that it becomes free
to evaluate and evolve independently.

4.2

Error Accumulation

A common problem with using a single-step transition model
to plan multiple steps ahead is that the prediction error compounds increasingly over longer time horizons. One alternative, if the agent wants to plan n steps in advance, is to learn a
model for transition probabilities between states separated by
n steps given a string of n actions. Each action in the string
occupies an additional group of inputs in the neural networks.
If the planner requires forecasts over different time horizons,
it can use several separate models corresponding to each desired value of n, an approach known as independent value
prediction [Cheng et al., 2006]. While this avoids the problem of error accumulation, the true models for longer-horizon
forecasts can be more difficult to learn.
Another response to the problem of error accumulation is
to adapt in real time by revising the forecast at each time step
[Moriguchi and Lipson, 2011]. This way, although an action
taken at one time step depends on an error-prone long forecast, the agent’s ability to periodically stop and recalculate
its short-term actions partially mitigates the risk of a bad trajectory. The agents in our experiments all make use of this
real-time re-planning.

4.3

Experiments: Decision-making in Stochastic
Environments

To test the integration of our model learning algorithm with a
MCTS planner, we introduce several toy domains which are
small stochastic games with varying reward functions. The
first mini-game we present is Geyser Runner. In this game the
player controls a man who can move right or left and collects
rewards proportional to how far to the right he is standing.
However, geysers which hurt the man (negative reward) can
shoot out from the ground on the right half of the screen.
In one mode of the game, the geysers shoot deterministically in a predictable order. The agent who learns this game
always finds a way to move all the way to the right, dodging left and back only when the geyser is about to shoot him.
In the other mode of the game, however, geysers shoot randomly. The agent who learns the stochastic geyser game does
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introduced. It also shows how this separation of the reward
function from learning allows the agent to carry on acting
without relearning every time the reward function changes.
Separating the reward from the model in this way frees the
agent to potentially learn goals independently – and thereby
using fewer parameters – from the learning of other modules. Learning intrinsic motivation enables an agent to engage in play behavior and exploration, and can be driven, for
instance, by an evolutionary algorithm [Singh et al., 2010].

5
Figure 8: Geyser Runner
not time his movement according to the order of the geysers
but rather will either go straight right or sit in the safe zone
indefinitely depending on the difference in reward collected
by moving and the cost of being hit by a geyser.
This test demonstrates a basic ability of the integrated
model learner and MCTS planner to behave reasonably in environments with different degrees of stochasticity. Although
many simple single-player games may exhibit little or no
stochasticity, we believe robustness to uncertainty is important for scaling to more complex games, especially ones with
human or human-like adversaries whose behavior can be impossible to model deterministically.

4.4

Experiments: Reward-free Learning

Our second mini-game demonstrates how a model-learner
can use knowledge gained about its environment in the absence of rewards to subsequently inform its behavior after
goals are introduced. In Maneuverer, the agent wanders a
grid world with randomly generated walls. The agent may be
given a target location where he can collect a reward. Once
reached, the target as well as the walls are randomly relocated.

Using a factored representation of states and actions allows
us to confine the number of necessary parameters to a polynomial bound. However, growth in the number of variables
can still become a substantial expense, as we have seen how
inference accuracy decreases with size. A larger number of
parameters can also slow down sampling and planning.
One way to decrease the parameters is through modularization. That is, if we can find that some sets of variables
are conditionally independent of one another, we can separate them into different modules. This takes the number of
parameters from a polynomial of the total number of variables
down to a sum of polynomials of variables in each module.
Modularization has biological plausibility and has been used
successfully with other factored-state reinforcement learning
methods [Rothkopf and Ballard, 2010] and particularly with
neural networks [Reisinger et al., 2004]. One example of a
concrete method for dividing the state space to help learning
scale is by providing an object-oriented representation [Diuk
et al., 2008].
A benefit of using neural networks to represent knowledge
is that they have an automatic method for encouraging modularization: weight pruning. Pruning is the permanent detachment of a link between two nodes, generally based on
the sensitivity of the network to changes in that connection’s
weight [Reed, 1993; LeCun et al., 1990]. Features that are
conditionally independent of one another naturally tend toward smaller absolute weight connections during the learning
process. In sparse or object-oriented environments the neural
networks behind our model learner can shrink substantially in
complexity, as we were able to prune most of the weights in
our networks without hurting performance in our mini-game
experiments.

5.1

Figure 9: Maneuverer
The model learner is trained by randomly exploring without seeing any rewards. Given proper training and a sufficiently long planning horizon, it can subsequently navigate
each new grid to a designated goal continuously. This game
demonstrates our hybrid agent’s ability to learn about its environment prior to observing a reward and subsequently use
that knowledge to guide its actions once a reward function is
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Modularization

Experiments: Modularization

Our third mini-game, Flier Catcher, involves several independent objects and requires some forward planning to
achieve high rewards. The agent controls the circle on the
left-most column of a grid and can only move up or down.
The rectangular fliers continue to spawn randomly on the
right-most column and fly straight to the left at fixed speed.
The agent collects rewards by touching the fliers with the circle.
After training the agent to perform well on this game,
we used a simple pruning method of removing the smallest
weights by absolute value from the predictor and conditioner
neural networks. Just under 90% of the connections were
pruned and the now sparser networks were retrained without
significantly reducing the rewards subsequently collected.
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Figure 10: Flier Catcher
In Figure 11, darker boxes represent the absolute strength
of all weights in paths from inputs (x-axis) to outputs (y-axis)
before pruning. Figure 12 shows the same but after pruning.
We can note that despite losing the vast majority of its neural
connections, the agent retains knowledge of the important object relationships in the game: the valid player positions, the
effect of actions on player position, and the leftward movement of the fliers.

6

Figure 11: Network input-to-output sum of absolute weights
before weight pruning

Discussion

We have outlined how a model learning system based on neural networks can learn representations for approximately sampling from state transition probability functions. With the
ability to sample from an environment’s transitions, an agent
can perform the inferences and predictions necessary for
planning. And the ability to learn from observation the necessary parameters for sampling is useful in problems where the
agent does not know the true model of its environment, such
as games where the player is not given all the exact rules.
The approach we use separates the problem of model learning from the problems of planning and goal-setting. The separation of cognitive modules each learning its own set of parameters can lead to reduced complexity and provide reusable
parts. We have also seen how the implementation of the
model learner in a neural network architecture can further facilitate modularization and object-orientation of knowledge
via weight pruning.
We hope the ideas put forward here will lead to further development of model learning methods. So far there seems to
be limited exploration of neural network techniques specialized for model learning, though the approach seems promising. This paper is only an initial examination of one idea, and
more testing is necessary to further illuminate its strengths
and weaknesses. We also believe the following specific paths
from here may be especially fruitful:
• Applying other generative neural methods such as RBM
belief networks and NADE-based techniques
• Developing ways to efficiently estimate model error
• Testing on a wider variety of stochastic games
• Testing on environments with continuous state variables
• Investigating bottom-up approaches to achieving modularization and parameter sparsity

Figure 12: Network input-to-output sum of absolute weights
after weight pruning
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[Gläscher et al., 2010] Jan Gläscher, Nathaniel Daw, Peter
Dayan, and John P O’Doherty. States versus rewards: dissociable neural prediction error signals underlying modelbased and model-free reinforcement learning. Neuron,
66(4):585–595, 2010.
[Gregor et al., 2013] Karol Gregor, Ivo Danihelka, Andriy
Mnih, Charles Blundell, and Daan Wierstra. Deep autoregressive networks. arXiv preprint arXiv:1310.8499, 2013.
[Hinton and Sejnowski, 1986] Geoffrey E Hinton and Terrance J Sejnowski. Learning and relearning in boltzmann machines. MIT Press, Cambridge, Mass, 1:282–
317, 1986.
[Hornik et al., 1989] Kurt Hornik, Maxwell Stinchcombe,
and Halbert White. Multilayer feedforward networks are
universal approximators. Neural networks, 2(5):359–366,
1989.
[Justel and Peña, 1996] Ana Justel and Daniel Peña. Gibbs
sampling will fail in outlier problems with strong masking.
5(2):176–189, June 1996.
[Kearns et al., 2002] Michael Kearns, Yishay Mansour, and
Andrew Y Ng. A sparse sampling algorithm for nearoptimal planning in large markov decision processes. Machine Learning, 49(2-3):193–208, 2002.
[Larochelle and Murray, 2011] Hugo Larochelle and Iain
Murray. The neural autoregressive distribution estimator.
Journal of Machine Learning Research, 15:29–37, 2011.
[LeCun et al., 1990] Yann LeCun, J. S. Denker, S. Solla,
R. E. Howard, and L. D. Jackel. Optimal brain damage.
In David Touretzky, editor, Advances in Neural Information Processing Systems (NIPS 1989), volume 2, Denver,
CO, 1990. Morgan Kaufman.
[Moriguchi and Lipson, 2011] Hirotaka Moriguchi and Hod
Lipson. Learning symbolic forward models for robotic
motion planning and control. In Proceedings of European
conference of artificial life (ECAL 2011), pages 558–564,
2011.
[Murphy, 2002] Kevin Patrick Murphy. Dynamic bayesian
networks: representation, inference and learning. PhD
thesis, University of California, Berkeley, 2002.
[Powell, 2007] Warren B. Powell. Approximate Dynamic
Programming: Solving the Curses of Dimensionality
(Wiley Series in Probability and Statistics).
WileyInterscience, 2007.
[Reed, 1993] Russell Reed. Pruning algorithmsa survey.
IEEE TRANSACTIONS ON NEURAL NETWORKS, 4(5),
1993.

86

[Reisinger et al., 2004] Joseph Reisinger, Kenneth O Stanley, and Risto Miikkulainen. Evolving reusable neural
modules. In Genetic and Evolutionary Computation–
GECCO 2004, pages 69–81. Springer, 2004.
[Richard and Lippmann, 1991] Michael D Richard and
Richard P Lippmann. Neural network classifiers estimate
bayesian a posteriori probabilities. Neural computation,
3(4):461–483, 1991.
[Rothkopf and Ballard, 2010] Constantin A Rothkopf and
Dana H Ballard. Credit assignment in multiple goal embodied visuomotor behavior. Embodied and grounded
cognition, page 217, 2010.
[Rumelhart et al., 1988] David E Rumelhart, Geoffrey E
Hinton, and Ronald J Williams. Learning representations
by back-propagating errors. Cognitive modeling, 5, 1988.
[Singh et al., 2010] Satinder Singh, Richard L Lewis, Andrew G Barto, and Jonathan Sorg. Intrinsically motivated
reinforcement learning: An evolutionary perspective. Autonomous Mental Development, IEEE Transactions on,
2(2):70–82, 2010.
[Stanley and Miikkulainen, 2002] Kenneth O Stanley and
Risto Miikkulainen. Evolving neural networks through
augmenting topologies.
Evolutionary computation,
10(2):99–127, 2002.
[Sutskever and Hinton, 2007] Ilya Sutskever and Geoffrey E
Hinton. Learning multilevel distributed representations for
high-dimensional sequences. In International Conference
on Artificial Intelligence and Statistics, pages 548–555,
2007.

GIGA'15 Proceedings

